












a masked, but not missing, phoneme, it does not operate in

real-time. Instead, multiple processing stages make use of

Kalman filtering, Hidden Markov Modeling, and Dynamic

Time Warping in order to predict, track, and reconstruct a

phoneme occluded by noise, necessitating that these process-

ing steps occur off-line in multiple passes over the input.

Prominent alternative models of human speech perception

include the TRACE model (McClelland and Elman, 1986) and

the MERGE model (Norris et al., 2000). The cARTWORD

model has conceptual and explanatory advantages over these

models. Fundamental conceptual problems of these alternative

models are summarized below. The explanatory advantages of

cARTWORD include its use of neurobiological circuits whose

variations have been used to successfully explain many kinds

of data and that are based on a well-known laminar cortical or-

ganization. Explanatory advantages also include cART-

WORD’s ability to explain contextual effects that can operate

over long time intervals, including the effects of future con-

text, by using its resonance mechanisms. Another key advant-

age of cARTWORD is its ability to represent consciously

perceived percepts and to explain how these percepts are

related to mechanisms of attention, resonance, and learning.

Although the model’s perceptual representations are simpli-

fied, the working memory, list chunking, and resonance mech-

anisms of cARTWORD can be naturally extended to explain

much more complex percepts as the complexity of feature pre-

processing is extended, much as has already been done in

models of visual perception.

A. TRACE

The TRACE model is based on the Parallel Distributed

Processing framework of Rumelhart et al. (1986) and is

closely related to the interactive activation model (IAM) of

letter perception. The model uses a network of fully con-

nected, yet simple, processing units. The activity of each of

these units is governed by an activation function, and results

in a spreading of activation to all the other units to which it

is connected. TRACE embodies such general properties,

however, in a way, that is, inconsistent with basic properties

of human speech perception, or indeed of any real-time

physical model. These include:

(1). Not a real time model. TRACE does not operate in real

time. Indeed, it does not include a plausible representa-

tion of time that can be used in any physical process.

Rather than treat time as an independent variable, it is

treated as a structural variable used to create a series of

“time slices” that are sequentially activated to represent

a sequence of events. As a result, the model massively

duplicates feature detector, phoneme, and word units, as

well as their connectivity patterns. Every word and pho-

neme representation thus has a copy at every time slice,

in striking contrast to the content-addressable unique

representations in cARTWORD that may be activated at

certain times. Aside from preventing the model from

being able to recognize variable-rate speech data, it

makes learning difficult since it is not clear how learning

at a representation in one time slice should interact with

a corresponding representation in a different time slice.

(2). Silence is not context-sensitive. Silence in the model is

explicitly built in and is represented by a unit, or node

that is activated in the absence of input. There are, how-

ever, many examples wherein perceived silence is con-

text-sensitive and does not correspond to silent breaks

in acoustic inputs. cARTWORD and its antecedents

ARTWORD (Grossberg and Myers, 2000) and ART-

PHONE (Grossberg et al., 1997) simulated such data as

temporal breaks in the resonant wave that embodies

conscious speech.

(3). Driving top-down feedback and unstable learning.

TRACE does not implement the ART Matching Rule.

The proposed alternative is that when “higher levels

insist that a particular phoneme is present, then the unit

for that phoneme can be activated… then the learning

mechanism can ‘retune’ the detector.” However, it has

been mathematically proved that such a driving top-

down feedback mechanism leads to unstable learning

and memory (Carpenter and Grossberg, 1987; Gross-

berg, 1988). Indeed, behavioral, neurophysiological,

and anatomical data support the proposal that top-down

attention is modulatory, not driving, except when voli-

tion may alter top-down signals to induce visual im-

agery, fantasy, or internal planning (Grossberg, 2000,

2003; Raizada and Grossberg, 2003). Due to this driving

property of TRACE top-down processing, over and

beyond the lack of resonance as a mediating mecha-

nism, TRACE cannot simulate phonemic restoration

data. Specifically, it cannot explain how silence in a res-

toration condition remains silent and how a reduced set

of spectral components in a noise input leads to a corre-

spondingly degraded consonant sound (Grossberg et al.,

1997; Samuel, 1981a, b).

A reviewer kindly sent us a simulation, and illustrative

figure, to advance the claim that TRACE can simulate pho-

nemic restoration, despite its incorrect form of top-down

feedback. The simulation used a java implementation of

TRACE known as jTRACE. Figure 8 depicts a simulation

of jTRACE using parameters provided by the reviewer, as

well a reconstruction of that simulation. This simulation

depends upon another assumption of TRACE; namely, that

silence activates a “silence node” that strongly inhibits all

phonemic nodes. Such an assumption has no biological

support. Moreover, it is incompatible with several types of

data that ART can explain. For example, this hypothesis

prevents TRACE from explaining percepts in which a phys-

ical silence is heard as sustained sound. Data of the latter

kind have been simulated in earlier ART articles (e.g.,

Grossberg et al., 1997) on which the current model builds.

In contrast, ART predicts that silence is a temporal disconti-

nuity in the resonant wave that represents conscious speech.

Moreover, activity of a silence node would inhibit all primed

activity during silent intervals in priming experiments,

thereby undermining TRACE’s ability to simulate RT data,

among others, in such experiments. ART can accommodate

priming data as well (e.g., Grossberg and Stone, 1986).

In the reviewer’s simulation, jTRACE is presented with

the word luxury, whose input representation is given by -
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l^kS^ri-, where “-” represents a silence. The figure shows

the activity of the /l/ phoneme whose center is at time slice

4, under three conditions. In the normal condition, all inputs

are presented to the network, preceded and followed by acti-

vation of the silence node. In the silence condition, the /l/ is

removed from the input and replaced by activation of the

silence node. In the noise condition, a constructed noise vec-

tor replaces features for /l/ in the input. While it may at first

seem that this simulation can account for phonemic restora-

tion, since the /l/ phoneme becomes active in the noise con-

dition but not the silence condition, serious problems appear

upon closer inspection.

The first problem is that this simulation relies on the

explicit activation of a silence node. Because silence is

treated like any other phoneme and because it is arbitrarily

given a feature representation that is orthogonal to every

other phoneme, its representations in all the time slices

become strongly activated in response to the absence of bot-

tom-up input and strongly inhibit all other phonemes. If,

instead, the TRACE model were to properly treat silence as

the absence of acoustic input, the /l/ phoneme instead

becomes more activated, and at an earlier time frame, when

replaced by silence rather than noise. This is shown in Fig.

9(a). While parameter changes may allow for the /l/ pho-

neme to become more active in noise than in silence, in the

absence of an artificial means of representing silence,

TRACE perceptually restores a phoneme even when that

phoneme is replaced by silence; i.e., the absence of input.

This problem can be traced to how TRACE defines top-

down inputs as driving, rather than modulatory.

The earlier activation of the /l/ phoneme during a silent

interval than during a noise presentation arises from

another problem of the TRACE model regarding the repre-

sentation of time. Specifically, because time is represented

as a series of frames during which reduplicated nodes pro-

cess input, not only does the time course of activations lose

FIG. 8. This figure shows the activities of the /l/ phoneme in the jTRACE

model, when presented with the word luxury under three conditions. In the

normal condition, all the corresponding feature level inputs to the phonemes

are present, whereas in the silence condition the feature inputs correspond-

ing to /l/ are replaced with the feature inputs corresponding to the silence

phoneme node. In the noise condition, a noise vector was created by setting

all values of all features to 4. The plot shown in (a) was provided by one of

the reviewers, and the plot shown in (b) is a recreation to be certain that sub-

sequent plots are accurate.

FIG. 9. (a) Recreates Fig. 8 for the normal and noise conditions. However,

in the silence condition, rather than replace the feature level inputs corre-

sponding to /l/ with the feature vector corresponding to the silence phoneme,

the silence replacing /l/ in this figure was simply the absence of acoustic

input. When silence is represented in this biologically relevant way, the acti-

vation of the /l/ phoneme node is earlier and higher than in the case when

noise is presented. The main reason for this is that there is no competition

from an artificial silence node, whose strong activation during silence pre-

sentations yields strong lateral inhibition with every other phoneme. Another

reason is that competition due to activation by noise attenuates rather than

facilitates activation of the /l/ phoneme node when compared to silence.

This is in direct contrast to phonemic restoration data, wherein a phoneme is

perceived when replaced by noise, but not by silence. The plot shown in (b)

is identical to the simulation from Fig. 8, except the correctly time-aligned

phoneme activations for /k/ and /S/ are shown as well (/r/ and /^/are left out

for simplicity). This figures shows that the Traces for /k/ and /S/ become

active well before /l/ becomes positively excited, suggesting that the per-

cepts described by the TRACE model do not mirror the fluent and sequential

percepts formed when listening to a speech stream.
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meaning from both a behavioral and neurobiological per-

spective, but so too do the existence of the reduplicated

phoneme/word nodes themselves. More specifically,

because it is argued that the TRACE, or node activity, is

the percept, and interactive activation is the process of per-

ception (Elman and McClelland, 1986), the TRACEs for all

the reduplicated phonemes and words must explicitly be

ignored, discarded, or shifted to the appropriate time align-

ment, in order to avoid the implication that they are all

being perceived throughout the full duration of any stimu-

lus presentation. These problems are made clearer if we

consider the time course of activations in the case of noise

replacing a phoneme. Figure 9(b) shows a simulation in

which, even allowing for the use of a silence phoneme

node, the /l/ phoneme node (centered at time 4), becomes

active only after the phoneme nodes for /k/ and /S/ (we ignore

here /r/ and /^/ for simplicity, since /r/ shares overlapping

input features with /l/, and /^/ is a duplicated phoneme).

There are a couple of possible explanations for this

property, yet none of them corresponds to properties of pho-

nemic restoration. If we accept that the Trace is the percept

itself, then we would expect the percept (Trace) of /l/ to

become active before the percepts (Traces) of the phonemes

subsequent to it, such as /k/ and /S/. Alternatively, consider

the possibility that the Trace corresponds to a response prob-

ability as calculated by the Luce Choice Rule, which is used

in McClelland and Elman (1986). Although these response

probability curves are not shown here, they are roughly equal

to the activation traces shown. Then one could make the

argument that it is only after the lexical entry for luxury
is recognized as such that the /l/ can be perceived as an /l/

rather than as noise. That is to say, only after enough evi-

dence has accumulated for the lexical item, will a listener

report perceiving /l/ rather than noise. The trouble with this

argument is that, as evidence for the lexical item accumu-

lates as a winning lexical entry more strongly inhibits its

competitors, the response probabilities for perceiving the

other phonemes in their respective positions would increase

as well. This does not happen, however: Both their activa-

tions and their response probabilities are decreasing by the

time /l/ begins to get activated. These are fundamental prob-

lems of the TRACE model which result from the fact that

time is represented in an ad hoc manner, that bottom-up and

top-down interactions are not plausible given the structure of

the model itself, and that silence is represented as an explicit

phoneme category.

B. MERGE

Norris et al. (2000) developed the MERGE model to

argue that feedback from lexical to pre-lexical levels is not

necessary in explaining speech perception. The model is a

competition activation network, with excitatory connections

between layers, and inhibitory connections within each

layer. It consists of an input layer, which sends excitatory

inputs to a word layer as well as a phoneme decision layer,

and there are additionally feedback connections from the

word layer to the phoneme decision layer. The MERGE

model builds on the SHORTLIST model (Norris, 1994),

which attempted to address some of the shortcomings of the

TRACE model. However, MERGE also relies on activation

functions that are not biologically plausible, and does not

include learning laws. In fact, the MERGE model proposes

that connections from lexical and pre-lexical levels to a deci-

sion layer should be built “on the fly” in a task-dependent

manner, a proposal greatly at odds with how the brain works.

Furthermore, as with the TRACE model, it simulates only a

decision process by which a perceived word may be chosen,

but does not describe what is actually perceived. As such,

the MERGE model provides no explanation for why broad-

band noise is required in the perceptual restoration of a miss-

ing phoneme. Nor can it explain the grouping processes

which give rise to perceived silence in the case where a pho-

neme is replaced by a silent interval. Finally, it is well

known that top-down feedback processes are ubiquitous in

the brain and are even more numerous than the bottom-up

processes that they modulate (Felleman and Van Essen,

1991; Goldman-Rakic, 1987; Rempel-Clower and Barbas

2000). cARTWORD and other ART models clarify how

these top-down processes control attentional and learning

processes that are necessary for fast and stable language

learning and context-sensitive conscious perception.

VII. CONCLUSION

The cARTWORD model describes in quantitative terms

how a hierarchy of interacting laminar cortical circuits may

give rise to conscious speech percepts and how bottom-up

and top-down interactions serve to filter, store, chunk, modu-

late, and complete acoustic inputs into a coherent speech

code. To do this, cARTWORD simulates how a temporal

sequence of feature patterns is unitized into item representa-

tions. The item representations send matching feedback to

the feature patterns as they are sequentially stored in work-

ing memory. In this way, a temporal series of speech sounds

is stored as an evolving spatial pattern of activity through

time. As this spatial pattern changes, it selects unitized

sequence, or list, chunks that compete among one another to

select the list chunk, or chunks, that best represents the cur-

rently active stored item sequence. These list chunks, in turn,

can send top-down matching signals to the stored working

memory items while they activate a gating network. As the

gates open, the entire hierarchy of networks can enter a syn-

chronous resonance. Activity-dependent habituative trans-

mitter gates, or synaptic strengths, enable individual feature-

item resonances to become activated in their correct order

without perseveration. All of these mechanisms, notably the

top-down attentive matching mechanisms, are part of an

emerging cognitive theory that helps to explain how speech

and language may be rapidly and stably learned. Using these

resonant mechanisms, the cARTWORD model simulates

key properties of data in which context acting over hundreds

of milliseconds can influence what speech percept is heard.

The phonemic restoration effect illustrates such contextual

dynamics, including why a silence duration replacing an

excised phoneme gives rise to a break in perceived speech,

why broadband noise enables restoration of an excised pho-

neme, and how stimuli subsequent to the excised phoneme
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can determine which phonemes are earlier perceived. These

demonstrations contrast with competing models of speech

perception, which have not shown how representations of

such conscious speech percepts may arise.

As these concepts become increasingly well developed

and used to explain ever more complex speech and language

data, they may have an increasing influence on the design of

speech recognition systems in technology, especially in

multi-speaker noisy environments, where the coherent com-

pletion and noise suppression properties of resonant dynam-

ics are most valuable.
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