	Ogi Ogas, Chuan-Heng Hsiao, Eugene Zaydens

	CN710

	Discussion Topic

	February 6, 2006


Support Vector Machines:  Theory and Applications

For the third discussion topic we would like to focus on Support Vector Machines (SVM).  In our discussion we would like to explore the theory behind SVMs along with its applications.  Since in-depth understanding of SVM theory might require extensive preparatory work, we have listed introductory papers and tutorials as compulsory readings.  Detailed descriptions of several applications as well as Statistical Learning Theory papers can be found in supplementary readings.
Complete citations as well as links to papers in PDF and PS format can be found at:

http://cns.bu.edu/~gsc/CN710/pmwiki.php?n=Main.ClassThree

Readings for Discussion

C.J.C. Burges (1998) A tutorial on support vector machines for pattern recognition. Data Mining and Knowledge Discovery, Vol 2 Number 2. 

This is consistently cited as the “essential” tutorial by most sources. However, it is highly technical, and doesn’t make for a quick understanding of the methods, issues, and applications of support vector machines. Nevertheless, this is included because of its prominence. Burges is one of the three key authors of support vector machines content, the other two being Scholkopf and Vapnik. 

K.P. Bennett and C. Campbell. (200) Support Vector Machines: Hype or Hallelujah?, SIGKDD Explorations Newslette, 2(2). 

This is both clear and comprehensive. A very good way to learn all about support vector machines if you know nothing, and want to quickly grasp what it’s all about, and what kinds of applications SVMs are suited for. 

Moore, A. (2003) Support Vector Machines. Slideshow for Carnegie Mellon University. 

This is also an excellent introduction--it is extremely clear and easy, and contains many practical side comments that are a much better guide for realistic implementations of SVM than the two introductory articles, above. 

Supplementary Readings

Cortes, C., & Vapnik, V. (1995). Support-vector networks. Machine Learning, 20, 273--297. 


Here’s an introduction written by SVM-inventor Vapnik himself, and like Vapnik’s other 
work, is extremely technical, and mainly of theoretical interest. 

Chih-Wei Hsu, Chih-Chung Chang, and Chih-Jen Lin. A Practical Guide to Support Vector Classification. 


This article gives many “practical” tips for implementing SVMs, though Alan Moore’s tips 
are more engaging and clear. 

B. Scholkopf. (2001) SVM and kernel methods. Tutorial given at the NIPS Conference. 


Scholkopf is one of the main authors of SVM papers, and has written several tutorials, 
including this one. These are all highly technical, and not very well suited for developing 
SVM implementations. 

K.-R. Muller, S. Mika, G. Ratsch, K. Tsuda, and B. Scholkopf. (2001) An introduction to kernel-based learning algorithms. IEEE Neural Networks, 12(2):181-201. 


Another Scholkopf-style introduction, also technical. 

R. Berwick’s An Idiot's guide to Support vector machines (SVMs) 


Another clear and practical slideshow, from a MIT professor, though once again, Moore 
is 
more engaging, comprehensive, and useful. 

Chapter 1 of B. Scholkopf, C. Burges, A. Smola. Advances in Kernel Methods: Support Vector Machines, MIT Press, Cambridge, MA; December 1998, ISBN 0-262-19416-3. 


Burges and Scholkopf team up for a (you guessed it) highly technical, though 
comprehensive, introduction to SVMs. 

Chapter 1 of B. Scholkopf, C. Burges, A. Smola. Advances in Kernel Methods: Support Vector Machines, MIT Press, Cambridge, MA; December 1998, ISBN 0-262-19416-3. 


Burges and Scholkopf team up for a (you guessed it) highly technical, though 
comprehensive, introduction to SVMs. 

