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ABSTRACT. The authors of this article suggest that the slight but
consistent posture-dependent curvature of the spatial paths in the
kinematic transformation between intrinsic and extrinsic coordi-
nates may result in a systematic curvature of movements initially
planned as straight-line trajectories toward the target. A kinematic
planning model is presented that takes into account the anisotropy
of the intrinsic and extrinsic transformation and tends to avoid
movements that require excessive joint rotations by introducing
slight deviations from a straight-line trajectory. Preliminary simu-
lations showed reasonably good agreement with experimental
data, especially considering that the current model is strictly based
on kinematics. A quantitative analysis showed that the strategy
used in the model achieves a favorable compromise between
straight-line movements and angular joint changes: By slightly
increasing the spatial length of the movement (i.e., by introducing
curvature), an individual can greatly reduce the total amount of
joint rotation required to produce the movement.
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movements
A central issue in biological motor control concerns the
nature of the coordinate frame for movement plan-
ning. To address that question, the authors of several stud-
ies have focused on the analysis of the spatial trajectory of
the hand in space during reaching movements. Perhaps the
most commonly encountered view in the motor control lit-
erature is that the nervous system directly controls the spa-
tial characteristics of movement, rather than the joint angle
characteristics. In his landmark study of the kinematic prop-
erties of planar arm movements, Morasso (1981) provided
some of the strongest experimental support for spatial plan-
ning. In that experiment, Morasso recorded nearly straight
trajectories of the hand and smooth, bell-shaped spatial
velocity profiles for movements performed in various
regions of the workspace.
Although Morasso’s (1981) results are usually taken as
strong evidence for spatial planning, several investigators
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have pointed out that endpoint trajectories are not complete-
ly straight but are instead gently curved in many parts of the
workspace, for example, for planar movements performed in
the sagittal plane (Hollerbach, Moore, & Atkenson, 1986).
The curvature may be interpreted as evidence for joint space
trajectory planning. In a simple linear joint space interpola-
tion model, however, a much larger curvature would be pre-
dicted than the one observed. Hollerbach and his colleagues
proposed a modification to joint space interpolation, the so-
called staggered joint interpolation, in which different joints
begin moving at different times so that straighter trajectories
are produced. However, that model cannot account for the
joint reversals seen in Morasso’s study.

Uno, Kawato, and Suzuki (1989) proposed a model based
on the minimization of the torque change along the trajec-
tory. According to the minimum torque change model, cur-
vature is an inherent effect of a control strategy in which
joints, rather than hand trajectories, are controlled.
Although that model provides one possible explanation for
much of the curvature observed in reaches, Wolpert,
Ghahramani, and Jordan (1995) showed that increasing the
perceived curvature of movements through altered visual
feedback caused participants to change their movements to
produce visually straighter hand paths. Those data are clear-
ly at odds with nonspatial planning models such as the min-
imum torque change model.

Not only have the results of perceptual distortion studies
challenged motor planning theories, they have suggested a
novel explanation for curvature. For example, Wolpert,
Ghahramani, and Jordan (1994) demonstrated that in some
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parts of the workspace, a curved reach appears to the reach-
er to be straighter than it actually is. However, perceptual
distortion alone could not fully account for the curvature of
reaches in their study.

Another potential source of curvature is the imperfect
implementation of an ideal spatial plan. In the model pro-
posed by Flash (1987, 1989), gently curved trajectories are
produced as the result of the interactions between muscle
stiffness and the inertial properties of the arm while the
hand follows a straight-line “equilibrium trajectory.” Those
simulations were based on a quite detailed model of the
arm’s dynamic and stiffness properties that required
assumptions of numerous physical parameters, including
the dynamic stiffness matrix of the arm, that are typically
quite difficult to measure (Gomi & Kawato, 1997). In the
equilibrium trajectory approach, it is also predicted that
straighter movements should correlate with an increased
stiffness of the arm, which should in turn reveal an increase
in muscle activation. In recent experiments based on elec-
tromyography, however, significant increases in muscle
activation were not found when participants were asked to
perform straighter movements (>Osu, Uno, Yasuharu, &
Kawato, 1997).

Cruse and his colleagues (Cruse & Briiwer, 1987, Cruse,
Briiwer, & Dean, 1993) investigated the control of multi-
joint arm movement from the perspective of a postural opti-
mization process. They suggested that the final posture
achieved at the end of the movement as well as the curva-
ture observed during the movement are a result of a com-
promise between efficient spatial trajectories and efficient
joint trajectories. Spatial efficiency means achieving a near-
ly straight trajectory from start to target. Efficient joint tra-
jectories mean minimal joint rotations throughout the
movement and the avoidance of extreme final configura-
tions for the joints. That perspective is consistent with our
modeling approach; however, the control scheme presented
here differs substantially from those in the models proposed
by Cruse and his colleagues.

In this article, we address the observed movement curva-
tures on the basis of purely kinematic considerations
regarding the geometry of the arm. The basic assumption in
the present model—following an earlier modeling frame-
work of task-space planning for both arm control (Bullock,
Grossberg, & Guenther, 1993; Guenther, 1992) and speech
production (Guenther, 1992, 1995a, 1995b; Guenther,
Hampson, & Johnson, 1998)—is that spatial planning is
used at the highest levels of the planning process. Within
that framework, we studied two kinematic factors that could
influence the observed trajectory when the plan is imple-
mented: (a) the anisotropy of the arm kinematics (discussed
in the present article) and (b) the attempt to maintain, dur-
ing the movement, an optimal joint configuration, avoiding
extreme angles for any of the joints (see Guenther & Micci
Barreca, 1997, for details). Because of the kinematic
anisotropy of the arm, an individual needs larger joint angle
changes to displace the hand in certain directions. In this
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article, we suggest that the observed curvature of hand tra-
jectories may be the result of an optimization process that
tends to reduce the total amount of joint rotation required to
perform the movement.

Directional Mappings

According to spatial trajectory planning theories, move-
ments are planned explicitly in task coordinates, such as tra-
jectories in Cartesian coordinates for reaching or acoustic
trajectories for speech. Those trajectories are then mapped
to effector movements, such as joint rotations or changes in
the positions of the vocal tract articulators. What kind of
kinematic transformations are implemented by the motor
system to accomplish that mapping?

One possibility is to use a position-to-position mapping
from task space to effector space; for example, each point in
three-dimensional (3D) space can be mapped to a joint con-
figuration that is satisfactory for that point (Rosenbaum,
Engelbrecht, Bushe, & Loukopoulos, 1993). Another possi-
bility is to use a directional mapping from desired move-
ment directions in task space into movement directions in
effector space (for example, joint rotations). In two self-tun-
ing neural network models of movement control, the
DIRECT (direction into rotation effector control transform)
model of reaching (Bullock et al., 1993; Guenther, 1992)
and the DIVA (directions into velocities of articulators)
model of speech production (Guenther, 1992, 1995a,
1995b; Guenther et al., 1998), the latter form of mapping is
used because it provides automatic compensation for exter-
nally imposed constraints on effector motion. Investigators
have used those models to explain a wide range of behav-
ioral data concerning human motor performance.

The use of a directional mapping for movement control is
closely related to robotic controllers in which the general-
ized inverse of the Jacobian matrix is used! (Baillieul,
Hollerbach, & Brockett, 1984; Hollerbach & Suh, 1985;
Klein & Huang, 1983; Ligeois, 1977; Mussa-Ivaldi &
Hogan, 1991; Whitney, 1969). The relationship between
spatial velocity of the end effector and the joint velocities of
a manipulator such as an arm-is given by the following
equation:

%= J(©)0, 6))

where X is the spatial velocity vector of the hand, @ is the
joint velocity vector, and J(0) is the manipulator’s Jacobian
matrix, whose elements depend only on the joint configura-
tion 8. To obtain a joint rotation vector that moves the hand
at a desired spatial velocity, we can rearrange Equation 1 as
follows:

0=J10)% )]

where J-1 is an inverse of the Jacobian matrix. For a redun-
dant manipulator, a unique inverse for J does not exist. In
that case, J-! is a generalized inverse, or pseudoinverse, of
the Jacobian matrix. The most commonly used generalized
inverse is the Moore-Penrose (MP) pseudoinverse, which
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has the desirable property of returning the minimum-norm
joint rotation vector that can produce the desired spatial
velocity.

The basic learning and control scheme used in the
DIRECT and DIVA models can be reinterpreted under the
mathematical paradigm of the pseudoinverse. The basic
control loop of both models is captured by the block dia-
gram in Figure 1. In that control scheme, the controlled
variable is the position of the end effector (for example, the
position of the hand in space), which the motor system con-
tinuously drives toward a target position by means of a dif-
ferential kinematic transformation from spatial coordinates

to joint (effector) coordinates. This basic error-driven loop

is common to several kinematic control models, including
the Berkinblit algorithm (Berkinblit, Gelfand, & Feldman,
1986) and, in particular, the resolved motion rate control
model (Whitney, 1969) in which the pﬁeudoinverse is
explicitly used.

One contribution of the DIRECT and DIVA models is in
the learning process that leads to the estimation of the
inverse Jacobian. In brief, one can schematize the DIRECT
model by using the same control loop depicted in Figure 1,
where the directional mapping block J-! is implemented by
the neural network model.? A learning process allows the
model to approximate the pseudoinverse of the Jacobian for
every configuration of the joints. That process, which is
based on a perception—action cycle in which self-generated
movements are perceived by the mover to allow the learn-
ing of appropriate perceptual-motor mappings, is essential-
ly self-supervised, requiring no explicit knowledge of the
underlying kinematic transformation.

The control scheme in Figure 1 is a feedback loop in
which the target spatial position (Xr) is continuously com-
pared with the current position of the end effector (X,). The
difference, or “error,” vector Ax is then mapped, via the
approximate Jacobian pseudoinverse, to a vector of joint
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changes A@, which will reduce the difference between the
target and the current position of the effector. At that stage,
external constraints or perturbation may intervene; for
example, one or more joints may be blocked or may have
reached their physical limits. Next, the joint changes are
applied to the kinematic system; mathematically, that is
equivalent to integrating the vector of joint angle changes
A0 and is therefore represented in the schema by the inte-
gral symbol. Finally, the new configuration of the kinemat-
ic system is mapped back to the spatial position of the effec-
tor. That transformation is implemented either internally via
a forward kinematic model (as represented in Figure 1) or
externally via visual feedback. Although described (and
implemented in computer simulations) as a discrete step
process, the control loop is theoretically operating in a con-
tinuous mode.

In the schematic model just described, two important
simplifying assumptions have been made. First, because
only the kinematics of the movement are specified, it is
assumed in the model that there are low-level mechanisms
that deal with the implementation of the joint change com-
mands and the dynamics of the arm. Second, the known
nonintegrability problem of the pseudoinverse (Klein &
Huang, 1983) is not addressed in this simplified model.
That problem can indeed lead to undesired arm configura-
tions and to the blockage of multiple joints, because there is
no explicit control over the posture attained by the arm.
Several solutions to that problem have been proposed
(Klein & Huang, 1983; Ligeois, 1977; Mussa-Ivaldi &
Hogan, 1991), and Guenther and Micci Barreca (1997) have
provided a variation of that control scheme in which the
problem is addressed.

Learning Directional Mappings

The key transformation in the kinematic control scheme
described in Figure 1 is the mapping between joint rotations

Constraints/
o _ Perturbations Joint Angles or
Directional Mapping Vocal Tract
X : Configuration
T Ax . AO
»  J0) » | >
Spatial Target 0
Position
X
C Xe— O le
Cmrent_E_ffector

Position Forward Model

FIGURE 1. Simplified block diagram of the main control loop in the DIRECT (direction into rotation effector control trans-
form) and DIVA (direction into velocities of articulators) models (see, in text, “Directional Mappings”).
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and hand movements. Because the mapping needs to be
learned by an adaptive kinematic controller (such as the
DIRECT model), it is important to understand the charac-
teristics of that transformation. The manipulability ellipsoid
discussed in the following section provides a useful tool for

describing the peculiar directional nature of that transfor-

mation as well as its dependence on the configuration of the
joints. Although the manipulability ellipsoid is based on rel-
atively complex mathematics, its graphical representation
provides a very intuitive depiction of the kinematic trans-
formation between joint rotations and hand displacements.
The manipulability ellipsoid captures strictly the kinematic
aspects of transformation, whereas other related tools (e.g.,
the dynamic manipulability ellipsoid) take into account the
masses and forces involved during the movements. Because
in our discussion we exclusively focus on the kinematic
control of movetent, however, the manipulability ellipsoid
was clearly the most appropriate tool for our purposes.

The Manipulability Ellipsoid

Yoshikawa (1985b) first introduced the concept of a
manipulability ellipsoid (ME) in order to quantify the
amount of joint rotation required to displace the end effec-
tor along different spatial directions. That concept applies
directly to the human arm. In fact, it is easy to verify that,
depending on the configuration of the arm, moving the hand
toward certain spatial directions requires larger joint rota-
tions. For example, if the arm is fully extended, tangential
displacements of the hand can be achieved with relatively
small rotations of the shoulder joint. Conversely, radial dis-
placements both toward and away from the body require
relatively large rotations of the elbow joint.

For an n-joint manipulator with m spatial degrees of free-
dom (m < n), the ME is defined as the set of points in R™
(i.e., the set of spatial displacements) that one can obtain by
applying the set of joint velocity vectors of unit norm as fol-
lows:

q'q=1, 3)

where q € R" is the vector of joint velocities. For the sake
of simplicity, let us consider the case of a planar two-joint
arm (m = n = 2). In that case, both sets of kinematic vari-
ables, joint rotations and spatial displacement, can be rep-
resented in a plane. Consider a uniform sample of points in
the space defined by Equation 3 (a unit circle), and name
that set the input sample, as illustrated in Figure 2. Those
points can be interpreted as pairs of joint rotations with dif-
ferent relative contributions of the two joints. Notice that
the input sample is uniform with respect to this representa-
tion of the joint rotation space.

For a two-joint planar arm with equal length segments at
an angular configuration of n/10, n/3, for example, the
resulting output sample is-shown in Figure 3. The output
sample is clearly noncircular and nonuniform in distribu-
tion. Although synergies of joint rotations were uniformly
sampled in the input space, the output samples are denser
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and larger (in amplitude) in certain directions. In this par-
ticular case, the preferred axis of the transformation is
roughly aligned with the 135° diagonal. In general, the
degree of asymmetry of the output sample and the orienta-
tion of the preferred axis depend on both the geometry and
the configuration of the arm. The ellipse outlined by the
sample points in Figure 3 is an illustrative example of
Yoshikawa’s (1985a) concept of the ME.

The asymmetry of the mapping between joint rotations
and hand displacement captured by the ME has two main
implications. First, if joint angle changes are sampled uni-
formly, the resulting displacements of the end effector are
concentrated around the preferred axis. As we discuss in the
next section, that fact has important effects on the learning
of the sensorimotor transformation in pseudoinverse-style
models like DIRECT and DIVA. The second implication is

Joint Rotation Space Sampling

J2 Rotation
*
[ 4 *

J1 Rotation

FIGURE 2. The input sample for the manipulability
ellipsoid example provided in the text. J1 and J2 refer to
rotations of the two joints in a two-joint manipulator.

Resulting Spatial Movement

Vertical Displacement
.

Horizontal Displacement

FIGURE 3. The output sample corresponding to the
input sample of Figure 2.
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that the preferred axis, or, equivalently, the long axis of the
ME, represents the directions in space that require the
smallest amount of joint rotation to move the end effector.
In contrast, moving in a direction that is orthogonal to the
preferred axis requires the largest amount of joint rotation.

Yoshikawa (1985b) introduced a procedure for calculat-
ing the direction and the relative length of the main axes of
the ME given the geometry and the configuration of a
manipulator. The method is based on the singular value
decomposition (SVD) of the Jacobian matrix J € R™*, and
we used it in our simulations to continuously determine the
direction of the preferred axis, given the configuration of
the arm. Interested readers should refer to Yoshikawa’s orig-
inal article for details of the computational method.

It is important to point out that, although the cases of
interest are typically m = 2 (a planar movement system) and
m = 3 (a full 3D system), the method described by
Yoshikawa (1985b) is quite general and holds for any m <
n. Cases in which m > 3 include, for example, multijoint
manipulators for which the controlled spatial variables are
not only the spatial coordinates of the end effector but also
the spatial locations of other joints or manipulators that can
control the orientation of the end effector. In those cases
(m > 3), it is not possible to visualize the ME.

The ME degenerates when rank(J) < m, which indicates
that the manipulator is in a singular configuration. In that
case, one or more of the principal axes of the ellipsoid col-
lapse to zero length, indicating that the manipulator is not
able to move in that specific direction. Indeed, the ME can
also be used as an indicator of near-singular configura-
tions: The more the system approaches a singular config-
uration, the more eccentric the ellipsoid associated with
the posture.

The Preferred Axis of Spatial Movement

If we disregard the special configurations for which the
ME is absolutely symmetric, we can state that for every
posture there is a corresponding spatial axis, the preferred
axis, such that displacing the hand along that axis requires
the least amount of joint rotation. The existence of the pre-
ferred spatial axis is a direct consequence of the arm kine-
matics dnd thus does not take into account the dynamics of
the arm and the forces acting on the kinematic system.

The intrinsic anisotropy of the arm has been largely
ignored in previous studies of the kinematic signature of
arm movements. As discussed earlier in this article, efforts
to explain the systematic curvature of human arm move-
ments have been primarily based on different views regard-
ing the planning space (Hollerbach, et al., 1986), purely
dynamic optimization criteria (Uno et al., 1989), arm stiff-
ness considerations (Flash, 1987, 1989), or visual warping
effects (Wolpert, Ghahramani, & Jordan, 1994). Our main
objective in this article is to address the potential influence
of the geometric characteristics of the arm on the trajectory
of the hand in space during movement.

There are two main issues to consider: The first, which is
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addressed in this subsection, is the influence of the pre-
ferred axis on the spatial trajectories of the hand from a
mechanical standpoint. The second, addressed in the fol-
lowing subsection, concerns the potential effect of the arm
anisotropy during the learning of the visuomotor mapping
between arm movements and hand displacements in the
context of a DIRECT-type learning model.

The mechanical consideration is centered on the tradeoff
between spatial and motor (joint) optimization. Given the
initial position of the hand and the position of the target, the
optimal spatial trajectory is a straight line between the initial
and the target position. For a redundant (n > m) system, if
the path of the hand were constrained to follow the straight-
line trajectory, one would obtain the shortest (optimal) tra-
jectory in joint space by using a pseudoinverse-based kine-
matic controller. However, a straight-line path may require
large joint rotations if the direction of the target is not in
alignment with the preferred axis of the ME associated with
the current posture. In particular, if the ME is strongly
eccentric, the path in joint space corresponding to the
straight-line path in space could require large angular
changes. Therefore, we suggest that under those conditions
the hand may tend to deviate from the ideal spatial direction
and to follow a path that is closer to the current preferred
axis. (We will refer to the direction along the preferred axis
that is closest to the desired movement direction as the pre-
Jerred direction; see Figure 4.) That deviation will cause the
path of the hand to curve off the ideal straight path from the
initial position of the hand to the target position in space.
However, as described in the section “Tradeoff Between
Hand-Space Curvature and Joint-Space Efficiency,” the
increase in the curvature of the hand path allows a significant
reduction in the total amount of joint rotation required to get
the hand to the target.

If correct, the above hypothesis implies the following:

1. The amount of curvature observed in the path of the
hand will depend on the arm configuration because the
anisotropy of the ME depends on arm configuration.

2. The direction of the curvature will also depend on the
configuration of the arm.

Preferred Direction
T

tanipulability Movement Direction

Ellipsoid
Target Direction
FIGURE 4. Interaction between target direction and pre-

ferred direction in space. The target direction is rotated
toward the preferred direction of movement.
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3. Little or no curvature will be observed when the target
direction and the preferred axis are aligned in space.

Later in this article, we refine the last prediction to
include the case in which the preferred axis and the target
direction are orthogonal.

The hypothesis concerning the mechanical effects of arm
anisotropy is conceptually in agreement with Flash’s (1987)
explanation of hand trajectories. Flash suggested that the
curvature of human reaching movements is the result of the
interaction between an ideally straight equilibrium trajecto-
ry and the viscoelastic characteristics of the arm. In her
model, Flash used the stiffness of the arm to generate the
_torque that makes the joint angles track the ideal angular
paths obtained by inverting a straight path in space. Because
the directional stiffness of the arm is also anisotropic (and
appears to be closely related to the ME, as discussed later in
the section “The Dynamic Manipulability Measures”), the
amount of deviation from the ideal path will depend on the
configuration of the arm.

Flash’s .(1987) model is strongly dependent on assump-

tions regarding the estimation of the physical parameters of

the system, such as the stiffness and the viscosity of the
arm. Those parameters are difficult to estimate, and there-
fore Flash’s results have frequently been criticized on the
basis that she used invalid assumptions in determining the
model parameters. In fact, as we discussed in the introduc-
tiory comments, the stiffness parameters used in Flash’s
model have been questioned in recent studies (Gomi &
Kawato, 1997). In the approach we propose here, we delib-
erately ignored the dynamic aspects of the arm and focused
instead on the kinematic anisotropy of the arm. We attempt-
ed to show that the kinematic characteristics of the arm can
explain, at least in part, the observed features of the spatial
trajectory of the hand and, in particular, its curvature. That
approach obviously does not exclude the possibility that the
interaction between the dynamics of the arm and the under-
lying control mechanisms also affects the shape of the hand
trajectory during movement.

Directional Biases During Learning

The DIRECT and DIVA neural network models of bio-
logical sensorimotor control are based on a self-tuning
learning scheme in which an endogenous action—perception
cycle is used. The focus in the DIRECT model is the kine-
matic control of the arm during visually guided movements.
In the DIVA model, the same principles are applied to the
control of the vocal track during speech production. In both
models, learning occurs by means of randomly generated
movements that produce sensory feedback—hand displace-
ments in the case of DIRECT and sounds in the case of
DIVA. Those endogenously generated pairs of actions and
perceptions are used in building an internal spatial-to-motor
(in DIRECT) or acoustic-to-motor (in DIVA) mapping. In
the DIRECT model, which we focus on for the remainder of
-this article, that mapping defines a transformation between
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a visual map, which encodes hand directions in the external
space, and a motor map, which encodes joint rotations. The
mapping constitutes the learned approximation to the Jaco-
bian pseudoinverse described earlier.

The learning process in the DIRECT and DIVA models
relies heavily on a sampling process carried out in the motor
space. In DIRECT, for a given joint configuration, an
endogenous random generator samples, roughly uniformly,
joint commands by activating the cells that encode joint
rotations. The resulting spatial movements are then encod-
ed in the visual map, and an association is built between
those spatial directions and the motor actions that generate
the movement. That process is applied repeatedly, across
many locations in the workspace, during the learning
process. During performance, the learned transformation is
used in the opposite direction: Given a target direction of
the hand, the mapping recalls a pattern of joint rotations that
drives the hand in the target direction.

As noted earlier, a uniform sampling in the joint space
generally does not produce a uniform sampling in the spa-
tial domain. In fact, if we consider the spatial domain, the
distribution of spatial directions observed during learning in
a given posture is going to be influenced by the shape of the
ME for that posture. Assuming that sampling in joint space
is uniform, the distribution of spatial directions observed
during learning is going to be skewed toward the preferred .
axis for a given posture. In practice, spatial directions that
are orthogonal to the preferred axis are going to be relative-
ly rarely observed by the learning system. Furthermore, ran-
dom movements that generate displacements along the spa-
tial directions in the neighborhood of the short axis of the
ME will produce small amplitude movements. Therefore,
during learning, both the frequency and the amplitude of
sampled movements will decrease for spatial directions that
are away from the preferred axis.

What are the effects of those kinematic biases on the
learning process? The primary problem is the nonuniform
sampling of spatial directions. In fact, most learning algo-
rithms, including those used in DIRECT and DIVA, are sen-
sitive to frequency of presentation of the patterns to be
learned. Because spatial directions along the main axis of
the ME are going to be sampled more frequently than are
those in the orthogonal direction, one would expect that,
especially early in the training, the learned mapping would
be more accurate along directions aligned with the main
axis of the ellipsoid. The second issue is related to the
amplitude of the displacements generated by random move-
ments, which, because of the directional amplification
effect, will be larger for movements along the main axis of
the ellipsoid. In several learning schemes, including error-
based learning and Hebbian learning, the amount of adapta-
tion depends on the amplitude of the target signal. Because
movements orthogonal to the long axis of the ellipsoid gen-
erate smaller spatial displacements, slower learning is
expected for spatial directions that are farther from the pre-
ferred direction. The directional dependency of both fre-
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quency and amplitude of the observed spatial movements
contribute to a learning bias, which will be more accentuat-
ed for those arm configurations whose ME is highly eccen-
tric. During performance, the learning bias will translate
into a directional bias: Namely, the actual direction of
movement will not correspond exactly to the desired direc-
tion of movement; instead, it will be slightly rotated toward
the preferred axis.

That intuition suggests that a similar form of warping in
the directional mapping will arise in a variety of neural net-
work models in which the amount of learning is scaled by the
size of the spatial movement alone or in combination with the
relative frequency of the training samples, including net-
works that use associative (Hebbian) or error-based learning
schemes. The hypothesis that the learning of directional map-
pings occurs in brain regions such as the cerebellum (e.g., see
Pellionisz & Llinds, 1985) and motor cortex (Georgopoulos,
Schwartz, & Kettner, 1986; Kalaska, Cohen, Hyde, & Prud-
homme, 1989; Schwartz, Kettner, & Georgopoulos, 1988) in
turn suggests that this kind of warping may contribute to the
curvature seen in human reaches.

What bias is expected for movements approximately
orthogonal to the preferred axis? Let us consider the limit
case, which is a movement exactly along the direction of the
short axis of the ME. The spatial direction will partially
activate cells that “pull” toward opposite directions along
the primary axis. Therefore, it is reasonable to expect that,
under perfectly symmetric learning conditions, those con-
tributions will cancel each other, eliminating any kind of
directional bias. Under this hypothesis, the directional bias
along the direction orthogonal to the primary axis should be
null, as for the primary axis. Given the continuous nature of
that transformation, it is also reasonable to expect that the
directional bias should reach its peak along directions that
are approximately halfway in between the major and minor
axes of the ME.

Sources of Curvature in Reaching Movements

One desirable consequence of this learning bias concerns
singularities in the workspace where geometric limitations
of the manipulator make some spatial movement directions
impossible. Producing a desired spatial velocity when mov-
ing toward a singularity generally requires higher and high-
er joint velocities, a well-known problem of pseudoinverse
techniques (e.g., Baillieul et al., 1984). When approaching
a singularity, the ME “flattens” because some movement
directions become impossible; for example, a 2D ellipsoid
as shown in Figure 3 collapses into a line segment as the
short axis shrinks toward the origin. In systems in which
learning is biased toward the long axis of the ellipsoid, the
problem of extremely high joint velocities is somewhat alle-
viated because a desired spatial movement direction that
does not align with the long axis of the ellipsoid is warped
toward the long axis by the directional mapping (described
further in the next section), with the amount of warping
roughly scaling with the ratio of the long axis to the short
axis. The system thus learns movements that are largely
aligned with the long axis of the ellipsoid and therefore
require relatively small joint velocities. Fiala (1995) pro-
vided a demonstration of the well-behaved performance of
that kind of network at workspace singularities.

In conclusion, from a learning perspective, the anisotrop-
ic relationship between joint velocities and spatial move-
ments during motor babbling can bias the learned mapping
between joint rotations and spatial directions for both error-
based learning and associative learning schemes. The bias
induced in the learning will result in a curvature of the hand
path toward the preferred spatial axis of the ME.

A Simplified Model
That Captures Directional Bias

In this section, we present a simple mathematical model
that captures the main aspects of the learning biases in the
DIRECT model and provides a simplified algorithm for

4 " d,
—(O—femef—{ o 4 [

SVD
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FIGURE 5. Block diagram of the model. See text for abbreviations and details.
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predicting the curvature caused by the anisotropy of the
arm. In the model, the core control scheme used in DIRECT
is implemented, but not in the form of a neural network
architecture. Instead, direct matrix operations that use
explicit information on the geometry of the arm are
employed in the model. Our objective in using this model
was specifically to test a hypothesis concerning the effect of
the arm anisotropy on spatial trajectories. Because, as is
shown later, the main aspects of the learning biases of the
original neural architecture are captured in the model, the
overhead complexity of the full model can be eliminated.

Model Description

The model is based on a continuous feedback loop, illus-
trated in the block diagram of Figure 5. For the present dis-
cugsion, we consider the case of a planar arm with redun-
dant degrees of freedom (three or more joints). However,
the model also applies, with some modifications, to the case
of a system with three degrees of freedom in space. The
input to the model is the position of the target, represented
by a vector in spatial coordinates labeled X,. The current
position of the end effector is represented by X, The differ-
ence between the current position and the target position
generates a desired direction in space, which is labeled ®@,.
In the first block in the diagram, a transformation is applied
to the desired direction vector, which rotates the vector
toward the preferred direction of the kinematic system, D,
Recall that the preferred direction is the direction along the
preferred spatial axis (determined from the ME ) that points
in the same half-plane as the desired movement direction.
The output of the transformation (detailed later in this sec-
tion) is the actual spatial movement direction, ®,, which
represents the desired movement direction after warping
toward the preferred direction and is the direction toward
which the end effector will move. In the next stage, the
actual spatial direction is transformed into a set of joint
rotations that implement the desired displacement of the
end effector. One achieves that transformation by multiply-
ing the actual spatial direction vector @, by the pseudoin-
verse of the current Jacobian matrix, J*(q.), where q_ is the
current set of joint angles. Notice that this transformation
generates the minimum-norm joint rotation vector, Aq,,
which achieves the spatial movement direction ®, . Finally,
the angle rotations are integrated to produce the new joint
configuration q_.

The diagram also includes two additional blocks. In the
block labeled SVD, we determined the preferred spatial
direction by applying an SVD to the current Jacobian
matrix (following Yoshikawa’s [1985] method). In the other
block, labeled F(0), the current joint configuration is simply
transformed to the spatial position of the end effector (for-
ward kinematics).

In the model, curvature arises when the desired direction
of movement ®, interacts with the preferred direction of
movement ®,. That interaction tends to warp the actual
movement direction away from the desired (straight-line)
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direction and toward the preferred direction. The following
empirical formula is used in the model to represent this
warping effect:

®,=0,-a ﬂdlﬁlsin[zabd -0l @
where a is a scalar (in degrees) that modulates the amount
of warping, whereas d, and d, are, respectively, the length of
the long and short axes of the ME.

In the formula in Equation 4, two factors are taken into
consideration: the eccentricity of the ME and the angle
between the desired direction and the preferred direction.
The eccentricity of the manipulability is accounted for by
the term (d; — d>)/d,, which is zero when both axes have the
same length (isotropic condition) and increases toward 1.0
as the arm approaches a singular configuration (d, = 0). In
practice, that term decreases the warping effect when the
configuration of the arm is such that all spatial directions
have approximately the same cost in terms of joint rotations.

The second term, in Equation 4, sin[2(®4 — ®,)], increas-
es the warping when the desired direction and the preferred
direction are farther apart. Notice, however, that this term is
zero when the desired and the preferred direction are
aligned or orthogonal, and reaches its maximum (1.0) when
the angle difference is 45°. The reason for that choice is the
following: The preferred axis in space does not have an
implicit orientation; therefore, for every configuration of
the arm there are two opposite vectors that represent the
preferred direction. In this model, we represented the pre-

Error Polar Piot
10
5
Y -15 -10 5 15
-1
X

|—+—Manipulability Ellipse
~8-Error

FIGURE 6. Directional error produced by the model.
The directional error is shown via a polar plot drawn on
top of the corresponding manipulability ellipsoid. The
error is zero along the axes of the ellipsoid and is maxi-
mum for directions that are 45° from the axes of the
ellipsoid.
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FIGURE 7. Directional error plot for the DIRECT
(direction_into rotation effector control transform)
model. As in Figure 6, the directional error is shown with
a polar plot.

ferred direction with the vector aligned with the long axis of
the ellipse, pointing in the same direction as the desired
direction vector ®,. If @4 is orthogonal to the long axis of
the ME, however, both orientations are equally valid for
selection. That dilemma has driven the mathematical for-
mulation given in Equation 4, which introduces no pertur-
bation for directions that are orthogonal to the main axis of
the ellipse. Thus, no angular perturbation occurs when the
desired direction is either aligned with or orthogonal to the
long axis of the ME. As shown later, that process approxi-
mates the learning biases resulting in the DIRECT model of
reaching because of the kinematic anisotropy.

Finally, notice that in the formula a sign is correctly
assigned to the perturbation (because of the antisymmetry
of the sine function). The desired direction vector will be
rotated counterclockwise or clockwise, depending on the
sign of the angle difference between the desired direction
and the preferred direction.

The chart in Figure 6 shows the amount of warping gen-
erated by the model in every spatial direction for a particu-
lar configuration of the arm. The warping, or directional
error, is the angle difference between the desired, or target,
movement direction and the actual movement direction
generated by the model. In the chart, that error is represent-
ed with a polar chart and is overlapped with the particular
ME that corresponds to the configuration chosen for this
example. The polar plot has four symmetric lobes; each
lobe corresponds to the 45° degree angle direction with
respect to any of the two primary axes of the ellipsoid.
Notice that the error is zero for the spatial directions that
correspond to the primary axes of the ellipsoid.

The four-lobed error plot generated by the model cap-
tures the main aspects of the directional error generated by
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the learning process in the original DIRECT model. The
chart in Figure 7 shows the actual directional error observed
in a radial basis function implementation of the DIRECT
model (see Guenther & Micci Barreca, 1997, for details).
The error is shown, as in the previous plot, with a polar plot
overlapped with the ME that corresponds to the sampled
configuration. The error plot is very similar to the one in
Figure 6, with four symmetric lobes aligned with the main
axes of the ellipsoid after a 45° rotation. In the actual error
plot, the lobes are not perfectly symmetric; however, the
directional error is zero for the spatial directions that corre-
spond to the principal axes of the ellipsoid. Similar results
were found for many different configurations of the arm.

The differences between the error plot produced by the
empirical formula and the error plot produced by the
DIRECT model arise from the fact that the model produces
an approximation of the pseudoinverse matrix, given the
configuration of the joints. Specifically, in the radial basis
function implementation used in Figure 6, the model inputs
are the joint angles, whereas the model outputs are the
matrix elements of the approximated pseudoinverse.
Because the model essentially interpolates the values of the
matrix elements between similar joint configurations, the
accuracy of the approximation is limited by the number of
basis functions used in the model.

The results described earlier demonstrate that the pro-
posed computational model captures, at least qualitatively,
the directional biases of the original DIRECT model. The
model is thus adequate for representing the two fundamen-
tal consequences of arm anisotropy proposed here: (a) the
mechanical bias of the kinematic system and (b) the poten-
tial effects of that bias during the model’s learning process,
which is meant to approximate the developmental process
in which infants learn the kinematics of their arms.

Simulation Results

Using the simplified model presented in the previous sec-
tion, one can produce testable predictions regarding the cur-
vature of the hand path and can attempt to explain the
observed curvature found in previous experiments. Given
an initial configuration and a spatial target, one can use the
model to generate both spatial and angular trajectories for
any multijoint redundant or nonredundant system. Unfortu-
nately, although data regarding the spatial trajectory of the
hand during both constrained and unconstrained arm move-
ments have been reported in several articles (Flash, 1987;
Haggard, Hutchinson, & Stein, 1995; Haggard & Richard-
son, 1996; Kamininski & Gentile, 1989; Uno et al., 1989),
in almost none of those reports have details been provided
about the postural configuration during the movement. That
information is critical if one is to reproduce the experiment
by using the model, particularly when the experiment is
conducted under redundant conditions in which one cannot
recover the angular configuration by using exclusively the
spatial position of the hand.

To overcome the lack of data to validate the model pre-
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SUBJECT

FIGURE 8. Experimental setup of Morasso’s (1981)
experiment: Six targets (T1-T6) were placed on the table
located at shoulder height. The participants had to move
their hand to the target by using a manipulandum.

dictions, we conducted, as part of this research, a set of
experiments in which we recorded both spatial and angular
trajectories by using an optoelectronic device. The results of
those experiments are published elsewhere (Micci Barreca,
1999).

Although the original Morasso (1981) experiment pro-
vided only a small sample of data collected under nonre-
dundant conditions, we used that data in an initial test bed
for the model. The results of those simulations are reported
in the following section.

Two-Joint Planar Movements

In his 1981 experiment, Morasso (1981) recorded reach-
ing movements of 6 participants for movements in the hor-
izontal plane. He recorded movements by using a two-
degrees-of-freedom manipulandum that allowed only
shoulder and elbow movements and maintained the arm
parallel to a table positioned at shoulder height (the details
of the experimental setup can be found in the original man-
uscript). The participants were asked to perform reaching
movements between six targets positioned within reaching
distance on the table. The positions of the targets with
respect to the participants are sketched in Figure 8.

Using the participant data provided in the original manu-
script, we simulated Morasso’s (1981) experiment by using
the computational model just described. Because the trajec-
tories generated by the model depend on the geometry and
configuration of the arm, we used the reported participants’
humerus and forearm lengths (33.5 cm and 41 cm, respec-
tively) to simulate the experimental conditions. Because the
manipulandum restricted the degrees of freedom of the arm,
there was no ambiguity regarding the initial and final posture
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used by the participants during the experiment. Therefore,
we derived the initial joint angles by inverting the (nonre-
dundant) arm kinematics. Finally, the direction of the move-
ment, and therefore the order of the targets, is very important
for this type of experiment. As in human reaches, the curva-
ture generated by the model depends on the direction of
movement. The sequence of the reaches (1,4,2,6,5,1,3,6) in
the present simulation was as reported by Morasso (1981).
Morasso (1981) used the results of his experiments to
support the claim that reaching movements are planned in
spatial coordinates. In particular, he observed that for all
movements, the paths of the hand in space were approxi-
mately straight and that the tangential velocity profiles of the
hand were consistently single peaked and bell shaped, unlike
the joint angle trajectories, which had varying time patterns
and often exhibited double-peaked velocity profiles. How-
ever, closer observation of the hand path revealed a consis-
tent, target-dependent, curvature across all participants. That
curvature is clearly evident in the hand paths for Participant
1 in Figure 9A. Notice, for example, the movement between

-Targets 4 and 2; the path of the hand was significantly

curved toward the outer part of the workspace. In contrast,

1
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FIGURE 9. (A) Hand trajectories for Participant 1
(adapted from Morasso, 1981). (B) Hand trajectories
generated by the model and manipulability ellipsoids for
the postures attained by Participant 1 in Morasso’s
(1981) experiment.
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the movement between Targets 6 and 5 was fairly straight,
whereas the movement between Targets 1 and 4 was partial-
ly curved. Similar trajectories were observed for the other
participants, and, in particular, Movements 4-2 and 26
showed a consistent curvature across all participants.

To simulate the movements of Participant 1, we used the
computational model detailed above, with o = 0.4. The
results are presented in Figure 9B, which shows the simu-
lated endpoint trajectory. Overlapped upon each target posi-
tion is also the ME for the corresponding posture. The cur-
vature of the simulated path for the movement between
Targets 4 and 2 is consistent with the experimental results.
Furthermore, the trajectory between Targets 2 and 6 is
curved toward the center of the workspace. However, the
mode] was not able to reproduce the curvature of the hand
trajectories for the movements between Targets 5 and 1. In
fact, in the latter case, the model generated a curvature that
was opposite to that of the experiment. Overall, however,
there was a good general agreement between the trajectories
generated by the model and those recorded for Participant 1
in the original experiment. Also notice that we generated all
the curves by using the same value for o, which is the only
tunable parameter of the model.

D
Tradeoff Between Hand-Space
and Joint-Space Efficiency

A fundamental aspect of the computational model pro-
posed in this article is that the curvature of the hand path
arises from a tradeoff between hand-space, or spatial, and
joint-space efficiency. We assumed that maximum spatial
efficiency is achieved when the path of the hand in space
follows a straight path from the current position to the tar-
get position. That path is optimal in the sense that the hand
follows the shortest spatial path to the target. From the
effectors point of view, the efficiency of the movement can
be measured in terms of joint rotations and forces applied to
the joints. In the current analysis, however, we restricted
ourselves to the kinematic aspects of the movement. We
thus assumed that, from a motoric perspective, the most
efficient movement is the one that follows the shortest path,
in joint coordinates, between the initial configuration and a
target joint configuration. In general, that path is different
from the optimal path in space and would therefore lead to
curved trajectories of the hand in space.

Note that when the motor system has excess degrees of
freedom, the target posture of the arm is not unique. In that
case, to minimize the length of the path in joint coordinates
the controller could choose, among all the possible target
postures, the one that is closest to the joint configuration at
the beginning of the movement. Given that postural target,
simple linear interpolation (in joint space) between the
starting configuration and the target configuration will pro-
duce a movement trajectory that requires the minimal
amount of total joint rotation, but the movement path will
be curved in spatial coordinates.

The model described in the previous section was based
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FIGURE 10. Hand trajectories obtained for « in the
range [0,1.0]. We obtained the trajectory displayed with
a thick line by using linear joint interpolation.

on an algorithm that maximizes the spatial efficiency of the
movement: By mapping spatial directions to joint rotations
via the pseudoinverse matrix, the planner (with o = 0) dri-
ves the end effector on a straight path to the target. At the
same time, because the pseudoinverse returns the mini-
mum-norm solution of an underconstrained linear problem,
the controller generates the shortest path in joint coordi-
nates under the condition that the end effector must follow
a straight path. When a. > O, the controller avoids those spa-
tial directions that require more joint rotation to displace the
end effector and therefore generate curved spatial trajecto-
ries, but, as is shown later, those movements generally
require significantly less total joint rotation than move-
ments that follow a completely straight path. Therefore, the
controller is trading off spatial efficiency for joint-space
efficiency, effectively finding a solution that is a compro-
mise between the two.

To evaluate that claim, we defined the following kine-
matic measures:

1. Spatial path length (SPL) = total end-effector path
length in Cartesian space during movement.

2. Motor path length (MPL) = linear length of the path in
joint coordinates during movement.

Because movement paths are, in general, curved in both
spaces, one can compute the SPL and the MPL by using
stepwise integration during the movement.

‘We show in the simulation presented in Figure 10 the tra-
jectory of the end effector of a three-joint planar arm con-
trolled by using increasing values of a, from 0.0 to 1.0. The
trajectory for a = 0.0 follows a straight path between the ini-
tial and the target position. Note that as o increases, the tra-
jectories become more curved, but the length of the path in
joint space decreases (not evident from the figure). We gen-
erated the trajectory in the center (thick line) by using lin-
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ear joint interpolation between the initial posture and the
final posture attained by the arm for & = 0.0. Notice that the
generated trajectory is not necessarily the shortest trajecto-
ry in joint coordinates because the final posture was
attained under the requirement of a straight path in Carte-
sian coordinates. Because the system is kinematically
redundant, there may be a different final posture that is
more similar to the starting configuration and would thus
yield a shorter path in joint space when the operator uses
linear joint interpolation to form the movement. However,
because we used a pseudoinverse controller to generate the
joint rotations that resulted in the final posture employed
here, that posture is likely to be close to optimal. The tra-
jectory obtained from linear joint interpolation was generat-
ed for reference purposes.

For values of ¢ between 0.0 and 1.0 in increments of
0.05, measures of relative SPL and MPL were calculated
from the resulting spatial and joint trajectories. The relative
SPL is the ratio between the SPL of the trajectory and the
SPL of the straight path trajectory obtained for « = 0. That
ratio is expressed as a percentage, which will be greater
than 100% because its reference is the shortest possible
path. Similarly, the relative MPL is the ratio of the trajecto-
ry MPL and the MPL for a = 0, expressed as a percentage.
Unlike relative SPL, relative MPL may go below 100%,
indicating an increase in the motor efficiency of the move-
ment as compared with the Cartesian straight-line case.

In Figure 11 are the relative SPL and MPL values plotted
as a function of a. Also shown are relative SPL and MPL
values for linear joint interpolation (filled rectangles). The
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FIGURE 12. Difference between the decrease of the
MPL (motor path length) and the increase of the SPL
(spatial path length) for various levels of a. The MPL
decrease and SPL increase are expressed as percentage
differences with respect to the reference trajectory
obtained for o = 0.
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FIGURE 11. Relative spatial path length (SPL) and
motor path length (MPL) for o ranging from 0.0 to 1.0.
The SPL increases monotonically as the trajectory
departs from a straight line. The MPL first decreases and
then decreases, indicating the presence of an optimal
tradeoff point between joint and spatial efficiency. The
filled rectangles indicate the SPL and the MPL we
obtained by using linear joint interpolation.
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relative SPL monotonically increases above 100% because
the movements become increasingly curved as o increases.
The relative MPL, however, decreases and then increases to
values greater than 100%, indicating that for o > 0.9 the
movements become inefficient from both the spatial and the
motor perspectives. The initial decrease of the MPL is
clearly more significant than the increase in the SPL,
demonstrating that the benefits in motor efficiency may
exceed the cost of increased spatial curvature. When « is
very large, however, the large curvature of the movement
leads to a large total Cartesian length of the movement,
which in turn results in a large total path length in joint
space. Evidently, there is an optimal value of a at which the
benefits in joint efficiency are maximized. That possibility
is captured in Figure 12, which shows the difference
between the decrease of relative MPL (taken as a positive
number) and the increase in relative SPL. If that difference
is positive, the controller has achieved an improvement in
joint efficiency without excessively sacrificing spatial effi-
ciency. In this particular simulation, the optimal trajectory
according to that measure is achieved for o = 0.65; howev-
er, in general, the optimal point of the curve depends on the
initial configuration of the kinematic system and on the
position of the target.

The relative SPL. and MPL measures and the differences
achieved with linear joint interpolation are shown by filled
rectangles in Figure 11 and by the dotted line in Figure 12.
Most interesting, the trajectory based on linear joint inter-
polation achieved relative SPL and MPL measures that
were very similar to those achieved by the pseudoinverse-
based controller with o = 0.65. Notice that the operator uses
the linear joint interpolation approach to strictly optimize
the joint trajectory and not the spatial path. On the other
hand, a pure pseudoinverse-based controller is strictly
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